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Abstract: Artificial Intelligence (AI) is a key driver of digital transformation across sectors. However, its rapid adoption
introduces significant challenges in governance, security, and accountability. Modern AI systems, particu-
larly generative and adaptive models, exhibit non-deterministic behavior, evolving data dependencies, and
distributed ownership. These characteristics limit the effectiveness of traditional threat modeling approaches.
At the same time, existing governance frameworks treat accountability primarily as a managerial concern and
do not integrate it into technical threat modeling processes. This disconnect leads to fragmented oversight, un-
clear role ownership, and increased security and compliance risks across the AI lifecycle. To address this gap,
this paper proposes a lifecycle-aware threat modeling framework for Secure and Trustworthy AI that embeds
RACI (Responsible, Accountable, Consulted, Informed) roles into each stage of the threat modeling process.
By linking technical threat analysis with explicit accountability, the framework transforms governance into an
operational security mechanism. It enables systematic identification of AI-specific risks while ensuring trace-
able decision-making and clear risk ownership. The framework further extends to distributed AI ecosystems
(RACI+X) by incorporating external actors into the accountability structure. Overall, the approach strengthens
resilience against evolving risks and supports secure, transparent, and accountable AI deployment.

1 INTRODUCTION

Artificial Intelligence (AI) systems are rapidly trans-
forming decision-making, automation, and analyt-
ics across critical sectors such as healthcare, fi-
nance, and national security (Khan, 2025). Mod-
ern AI architectures, encompassing generative mod-
els, reinforcement learning agents, and autonomous
multi-component systems, facilitate the foundation
for adaptive, context-aware capabilities and highly
scalable functionalities (Alva and Pandey, 2026).
While these systems provide substantial operational
and economic benefits, they also introduce secu-
rity, ethical, and governance challenges (Santamato
et al., 2024). AI systems face emerging security and
trustworthiness-related threats such as data poisoning,
adversarial manipulation, prompt injection, model in-
version, privacy leakage, algorithmic bias, and mis-
use of generative models (Ullah et al., 2025; Ullah
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et al., 2026). As AI is deployed in mission-critical
contexts, traditional cybersecurity frameworks are in-
sufficient to ensure integrity, fairness, robustness, or
ethical compliance (Wirtz et al., 2022). The core
problem lies in the evolving nature of AI systems,
which challenges conventional threat modeling (Ul-
lah et al., 2025) and governance practices (Falco et al.,
2021). In modern AI ecosystems, threat modeling and
governance are deeply interconnected (Parthasarathy
et al., 2025; Radanliev et al., 2026). Threat modeling
systematically identifies and analyzes potential sys-
tem risks, including adversarial attacks, data poison-
ing, and bias exploitation (Ullah et al., 2025). How-
ever, in AI systems, identifying risks alone is insuf-
ficient without clearly defined responsibility and de-
cision authority for mitigation. Governance provides
this structure by assigning responsibility and account-
ability, ensuring that compliance, ethical, and opera-
tional requirements are integrated into risk manage-
ment (Ferdiansyah et al., 2023). In practice, threat
modeling and governance are often treated separately,
creating gaps where risks are recognized but lack
clear ownership or where governance policies ex-
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ist without technical integration (Wirtz et al., 2022),
(Constantinescu et al., 2021). Although numerous
threat modeling approaches have been proposed, most
were designed for traditional software systems and
are not fully suited to the socio-technical and adap-
tive nature of AI systems. For example, the Process
for Attack Simulation and Threat Analysis (PASTA)
(Hammami, 2024) is a well-established methodology
that provides a structured, lifecycle-driven approach
for analyzing assets, attack surfaces, and risk impacts
across system development stages. While PASTA of-
fers a strong technical foundation for risk analysis, it
does not explicitly address responsibility assignment
nor account for AI-specific risks.

Moreover, in adaptive AI systems, responsibili-
ties shift across the lifecycle (data collection, train-
ing, and deployment), leading to responsibility drift
(Lancaster et al., 2024). Additionally, in AI systems,
trustworthiness risks arise across multiple stages of
the lifecycle. Specifically, these challenges exagger-
ate as (1) existing threat modeling focuses on tech-
nical risks and lacks governance mechanisms for as-
signing decision authority, mitigation ownership, and
explicit tracking of trustworthiness responsibilities
across evolving system stages (Ullah et al., 2025;
Lancaster et al., 2024; Wirtz et al., 2022); (2) modern
AI depends on external providers and vendors (Falco
et al., 2021), while traditional RACI assumes only
internal accountability (Project Management Insti-
tute, 2017), leaving cross-organizational responsibil-
ity boundaries unclear; and (3) security and compli-
ance teams often operate in isolation, creating weak
traceability, and unclear responsibility for AI-specific
risks (Falco et al., 2021; Zhang and Jaskolka, 2022).

These challenges require a role-aware approach
to AI threat modeling. While frameworks such
as the EU AI Act1 and the NIST AI Risk Man-
agement Framework (RMF)2 mandate lifecycle-wide
accountability, they remain largely principle-based
and lack operational guidance, leaving ambiguity
in ownership of AI-specific risks such as bias and
ethical misuse. To address this gap, we propose
a governance-embedded threat modeling framework
that integrates RACI-based accountability into the
AI System Development Lifecycle (AI-SDLC). It as-
signs Responsible, Accountable, Consulted, and In-
formed roles to operationalize trustworthiness and ex-
tends RACI to RACI+X to include external actors
(e.g., model and data providers), enabling traceable
cross-organizational dependency and risk visibility.
In summary, this work advances AI threat modeling
and governance through five key contributions by:

1https://www.aiact-info.eu/
2https://www.nist.gov/

1. Reframing threat modeling to operationalize trust-
worthy AI by embedding fairness, explainability,
and compliance into risk analysis.

2. Integrating PASTA with RACI to embed role-
based accountability and decision authority across
the AI lifecycle.

3. Introducing a RACI matrix mapping 13 AI roles
to security, governance, and socio-technical risks.

4. Extending accountability to distributed ecosys-
tems via RACI+X, including external actors.

5. Ensuring lifecycle continuity by linking account-
ability to each phase, preventing drift and en-
abling continuous oversight.

The remainder of the paper is organized as fol-
lows: Section 2 discusses the related work. Section 3
discusses the foundation of the study. Section 4 in-
troduces the RACI+X/PASTA framework. Section 5
validates the framework using a case study. Section
6 provides a discussion of theoretical contributions,
practical implications, limitations, and future work.
Section 7 concludes the paper.

2 RELATED WORK

The intersection of AI threat modeling, governance,
and accountability has gained importance as AI sys-
tems become increasingly autonomous and adaptive.
Prior work spans traditional threat modeling, AI-
specific technical risk assessment, secure ML engi-
neering, and governance frameworks.

Classic methodologies such as STRIDE (Lowe
et al., 2009) and PASTA (Naik et al., 2024) provide
structured approaches for identifying and prioritiz-
ing vulnerabilities. Recently, these approaches have
been adapted to ML settings (Von der Assen et al.,
2024) (Mauri and Damiani, 2022), showing their use-
fulness in identifying threats within ML workflows.
However, they are not fully suitable for AI systems
that continuously retrain and evolve (Goel and Gupta,
2025). Consequently, they fail to comprehensively
capture AI-specific risks such as distributed depen-
dencies, bias, robustness degradation, explainability
gaps, and reliability drift.

To address AI’s operational risks, secure engi-
neering research has introduced lifecycle-integrated
frameworks. Ma et al. (Ma et al., 2018) proposed
Secure Deep Learning Engineering (SDLE), outlin-
ing AI-specific lifecycle and quality assurance chal-
lenges, while Chittibala et al. (Chittibala et al.,
2022) examined secure ML practices in DevOps, em-
phasizing data protection and continuous monitoring.
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Paradigms such as SecMLOps (Zhang and Jaskolka,
2022) and MLSecOps (Saputra et al., 2023) further
embed security into ML pipelines through governance
structures and adversarial robustness toolkits. How-
ever, these approaches primarily focus on identify-
ing and technically mitigating vulnerabilities, without
clearly defining organizational accountability.

Similarly, global governance initiatives, including
the EU AI Act (Council of European Union, 2024),
NIST AI RMF (AI, 2023), and ISO/IEC 42001 (ISO,
2023) emphasize lifecycle, wide accountability, trans-
parency, and robustness. Wirtz et al. (Wirtz et al.,
2022) further categorize AI risks across technologi-
cal, ethical, and legal domains. Yet, these frameworks
remain largely conceptual, offering normative guid-
ance without operational mechanisms to assign, track,
and enforce accountability within technical work-
flows. Consequently, trustworthiness attributes often
remain high-level compliance objectives rather than
enforceable elements of risk analysis.

Considering responsibility and accountability,
RACI-based frameworks are widely used in tradi-
tional project and operational management to clarify
roles and decision authority. Ferdiansyah et al. (Fer-
diansyah et al., 2023) applied the RACI matrix to de-
fine executive responsibilities within secure software
lifecycles, demonstrating how strategy, compliance,
and training activities can be systematically assigned
to stakeholders. Similarly, Suhanda et al. (Suhanda
and Pratami, 2021) showed how RACI-based gov-
ernance improves communication, coordination, and
risk management in complex projects.

While RACI-based governance works well in tra-
ditional software, it must be extended for AI to handle
dynamic, data-driven, and continuously evolving sys-
tems (Nookala, 2024). AI threats include not only
technical vulnerabilities but also model bias, data
quality issues, hyperparameter misconfigurations, and
deployment choices (Baldassarre et al., 2024), all af-
fecting accuracy, robustness, and fairness. Cross-
functional roles such as data scientists, MLOps en-
gineers, security teams, and ethics officers must ac-
tively engage in threat modeling (Zhang et al., 2026),
mapping each risk to accountable stakeholders to op-
erationalize governance across the AI lifecycle.

The collaborative nature of AI development in-
troduces the “many hands” problem, where overlap-
ping responsibilities obscure individual accountabil-
ity (Lancaster et al., 2024), (Constantinescu et al.,
2021),(Taddeo and Floridi, 2018). Organizations may
further dilute responsibility through superficial ethics
boards or self-serving oversight mechanisms (Lan-
caster et al., 2024), (Green, 2021), (Phan et al.,
2022), shifting pressure onto individual practitioners

instead of establishing enforceable governance struc-
tures. Although research shows that empowered AI
professionals can influence responsible governance
(Lancaster et al., 2024), (Nedzhvetskaya and Tan,
2021) in practice often remains fragmented and dis-
connected from technical risk processes.

Existing research on AI threat modeling, secure
ML engineering, and governance remains fragmented
across technical and regulatory domains. Techni-
cal approaches such as STRIDE3, PASTA (Uce-
daVelez and Morana, 2015), and SecMLOps em-
phasize security, while governance frameworks de-
fine accountability without embedding it into threat
modeling. This creates responsibility gaps, weak
traceability, and accountability drift across AI life-
cycles. To address this, we propose a lifecycle-
aware RACI+X/PASTA framework that integrates ac-
countability directly into threat modeling by assign-
ing explicit ownership for technical and trustworthi-
ness risks, enabling clearer governance and continu-
ous oversight.

3 FOUNDATION OF
RESPONSIBILITY- DRIVEN AI
THREAT MODELING

3.1 AI-Adapted PASTA and
Lifecycle-Aware Threat Modeling

In this work, we adopt the Process for Attack Simula-
tion and Threat Analysis (PASTA) for AI threat mod-
eling. Classical PASTA (Hammami, 2024) provides a
risk-centric, lifecycle-based approach for systematic
threat identification with end-to-end coverage across
system stages. This makes it suitable for complex AI
systems where risks may emerge from data collec-
tion through deployment and retraining. To address
AI-specific threats (e.g., data poisoning, model inver-
sion, adversarial attacks, model drift, and fairness vio-
lations), we adapt the seven PASTA stages by embed-
ding trustworthiness dimensions such as robustness,
fairness, privacy, and safety. Table 1 presents the re-
sulting AI-adapted interpretation for PASTA frame-
work. We further adopt the AI-System Develop-
ment Lifecycle (AI-SDLC) as a backbone for inte-
grating governance and accountability into AI threat
modeling. The lifecycle model as shown in Ta-
ble 2 defines nine phases from requirements engi-
neering to post-deployment monitoring and retrain-
ing, with each phase including general AI process

3https://owasp.org/www-community/Threat
Modeling Process
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Table 1: AI-Adapted PASTA Stages for Trustworthy AI Systems.

Stage Name Purpose
S1 Objectives & Scope Define AI goals, ethics, and regulatory requirements.
S2 Technical Scope Identify data, models, infrastructure, and dependencies.
S3 AI System Decomposition Decompose pipelines, processes, and model components.
S4 Threat Analysis Identify technical and socio-ethical threats and misuse cases.
S5 Vulnerabilities Assessment Analyze weaknesses in data, models, and infrastructure.
S6 Attack Simulation Simulate exploitation of vulnerabilities and risk scenarios.
S7 Risk & Mitigation Prioritization Assess residual risks and define mitigations and monitoring.

Table 2: AI Lifecycle Phases and Key Activities.

Phase Lifecycle Phase Name Key Activities
P1 Requirements & Engineering Define objectives, metrics, risks, requirements; governance alignment
P2 Data Collection Data sourcing, data ingestion, versioning, quality checks
P3 Data Preprocessing Cleaning, transformation, normalization, missing data handling
P4 EDA Statistical analysis, visualization, bias/anomaly detection
P5 Feature Engineering Feature extraction, encoding, scaling, dimensionality reduction
P6 Model Training & Validation Model selection, tuning, training, validation
P7 Model Evaluation Testing, performance, error, bias, safety/security checks
P8 Model Deployment Inferenence CI/CD, deployment, compliance checks, monitoring setup
P9 Monitoring & Retraining Drift detection, retraining, versioning, incident audits

activities. The lifecycle and trustworthiness design
are grounded in ISO/IEC 5338 and aligned with the
NIST AI Risk Management Framework, while trust-
worthiness attributes (e.g., robustness, fairness, pri-
vacy, safety) follow ISO/IEC 24028. Similarly, the
study (Li et al., 2023) demonstrates a lifecycle-based
structuring of trustworthiness practices across AI de-
velopment stages, reinforcing the need for stage-wise
governance of AI risks, which we adopt in our frame-
work. Building on this, the proposed lifecycle struc-
ture enables RACI-based accountability by treating
each phase as a decision boundary where risks may
emerge or propagate, thereby reducing responsibility
drift and ensuring continuous oversight.

3.2 Functional Roles in AI System
Development

Effective AI governance requires clear accountability
across the lifecycle. To address this, we define 13
functional AI lifecycle roles as shown in Table 3, in-
cluding the Product Owner (PO), Data Scientist (DS),
ML Engineer (MLE), Ethics & Compliance Officer
(ECO), and Security Engineer (SE). These roles are
defined functionally rather than organizationally, en-
suring applicability across both large enterprises and
startups where responsibilities may be consolidated.
This role structure has two key benefits:
1. Conceptual Completeness: Defining 13 functional

roles improves accountability and decision traceability.
Despite the number of roles, the RACI structure assigns
a single Accountable (A) per activity, preventing deci-
sion diffusion.

2. Organizational Scalability: By defining roles based
on responsibilities rather than fixed structures, the
framework remains organization-agnostic and scalable
from startups to large enterprises. In smaller teams,
where individuals may hold multiple roles, conflicts of
interest can arise. To mitigate this, separation is en-
forced at critical decision points through independent
review or external consultation (X), ensuring objective
validation without rigid constraints.

3.3 Role Assignments Using RACI+X

AI systems are inherently more complex than tradi-
tional software, requiring cross-functional collabora-
tion across data science, security, MLOps, compli-
ance teams. This complexity makes it difficult to
track who is responsible for specific tasks or deci-
sions, and without clear role definitions, accountabil-
ity can fragment or drift over the AI lifecycle. To
address this, RACI (Responsible, Accountable, Con-
sulted, Informed) is applied as a governance mech-
anism, clarifying decision authority and task owner-
ship. In RACI framework, these designations are in-
terpreted as follows:
1. Responsible (R): Executes the assigned activity (e.g.,

the Data Scientist performs feature engineering).

2. Accountable (A): Holds ultimate decision authority
and ownership of outcomes (e.g., the Product Owner
approves risk acceptance).

3. Consulted (C): Provides expert input during analysis
or mitigation (e.g., Domain Expert provides contextual
constraints).

4. Informed (I): Receives updates on decisions, and life-
cycle activities (e.g., Project Manager is informed of
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Table 3: AI Team Roles and Responsibilities.

Role Role Name Key Responsibilities
PO Product Owner Defines vision, goals, and KPIs; ensures stakeholder alignment.
PM Project Manager Plans and coordinates execution, timelines, and risks.
RE Requirements Engineer Formalizes functional and non-functional requirements.
SWA Software Architect Designs scalable, modular system architecture.
DE Data Engineer Builds and maintains data pipelines and preprocessing workflows.
DA Data Analyst Analyzes data quality and provides statistical insights.
DS Data Scientist Performs feature engineering, training, and model evaluation.
MLE ML Engineer Implements and integrates models into production systems.
QAE QA Engineer Tests models and pipelines for correctness and stability.
MLO MLOps Engineer Manages CI/CD, deployment, monitoring, and versioning.
DX Domain Expert Validates outputs against domain knowledge and constraints.
ECO Ethics & Compliance Officer Ensures fairness, privacy, and regulatory compliance.
SE Security Engineer Performs threat modeling and enforces system security controls.

evaluation results).

Traditional RACI models effectively clarify inter-
nal task ownership but struggle with the distributed,
multi-stakeholder nature of AI ecosystems. AI sys-
tems rely on external components, such as third-
party data, foundation models, and cloud infrastruc-
ture; therefore, risk arises from interactions between
internal processes and external dependencies. The
RACI+X framework explicitly defines external (X)
actors as stakeholders outside the organization who
materially affect AI outcomes. Correctly mapping
these actors ensures traceability across organizational
boundaries. Key external stakeholders include: (i)
Regulators: Ensure compliance with laws and ethical
frameworks; (ii) Data Providers: Supply datasets;
biased data introduces upstream risk; (iii) Annota-
tion Vendors: Responsible for labeling and prepro-
cessing accuracy; (iv) Foundation Model Providers:
Supply pretrained components with inherent vulnera-
bilities; (v) Cloud Providers: Manage infrastructure;
configurations impact privacy and security; (vi) API
Vendors: Integrate external services requiring oper-
ational alignment. Without this expanded structure,
threat modeling remains confined to internal teams,
leaving risks from biased external data or vulnera-
ble pretrained models unassigned and creating gov-
ernance blind spots. RACI+X extends lifecycle gov-
ernance beyond internal roles by incorporating exter-
nal actors as Consulted (C) or Informed (I) within
the dependency and risk mapping layer. It captures
risk as arising from both internal components and ex-
ternal dependencies, enabling traceable identification
of vulnerabilities and threats stemming from third-
party and supply-chain contributions through struc-
tured communication channels.

3.3.1 Phase-Based RACI+X Mapping

Effective AI governance requires both internal and ex-
ternal stakeholders to be mapped to lifecycle activ-
ities to ensure traceable accountability. RACI sup-
ports internal governance, where Accountable (A)
holds final decision authority and Responsible (R)
operates under internal control. To operationalize
this across the AI-SDLC, Phase-based RACI+X map-
ping assigns roles to each lifecycle stage while main-
taining a single Accountable (A) authority per phase
to prevent decision diffusion. Table 4 presents the
detailed mapping. Multidisciplinary roles, such as
ethics officers and security engineers, are incorpo-
rated as Consulted (C) participants to support cross-
functional oversight. External actors, such as data
providers, model suppliers and regulator, can mate-
rially influence system behavior, yet they do not op-
erate under the same authority structures as internal
teams. External actors operate contractually, not hier-
archically, and are therefore not assigned A or R roles.
Even when failures originate from external dependen-
cies (e.g., foundation model vulnerabilities), internal
roles remain Accountable for for risk acceptance and
mitigation which is operationalized through supply-
chain controls such as vendor assessment, contractual
SLAs and fallback mechanisms. Accordingly, exter-
nal participation is categorized as follows: 1) Con-
sulted (C): Provide advisory guidance, domain exper-
tise, or methodological input, including communica-
tion of insights, risks, vulnerabilities, and mitigation
options. 2) Informed (I): Receive updates on model
decisions, regulatory reporting, or compliance out-
comes. Embedding RACI+X directly into lifecycle
phases ensures that each activity is explicitly owned,
monitored, and traceable.
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Table 4: Condensed RACI+X Accountability Mapping Across AI-SDLC Phases.

Phase R A C I External (C/I)
Requirement
Engineering

RE, SWA, PM PO DX, ECO, SE,
DS, DE

MLE, MLO,
QAE, DA

Regulator (C); Stakehold-
ers (C/I)

Data Collection DE PM/DE DX, ECO, SE,
PM

DS, MLO, PO Data provider (C); La-
bel vendor (C); Cloud
provider (I)

Data
Preprocessing

DE, DA DE DS, DX, QAE MLO, PO, PM,
MLE

Label vendor (C); Cloud
provider (I)

EDA DS, DA, DX DS SE, ECO PM, MLE Data provider (C)
Feature
Engineering

DS, DX DS SE, DE, ECO QAE, MLO,
MLE, PM

Data provider / Annotation
Vendor (C)

Model Training DS, MLE PM/MLE ECO, DX, SE,
SWA, DE

QAE, MLO,
PO

Model / Open Source
provider (C); Cloud
provider (I)

Model
Evaluation

QAE, DS, SE,
MLE, ECO, DX

QAE DE, DA, SWA,
PM

PO, MLO Auditor (C); Stakeholders
(C)

Model
Deployment

MLE, MLO, PM PO SE, SWA ECO, DS, QAE Cloud provider (I); API
vendor (C); Regulator (I)

Monitoring
/ Retraining

MLO, DS, DE,
MLE

PO ECO, SE, DX,
SWA, RE,
QAE

PM, PO Cloud provider (I); Data
provider (C); Regulator
(I); Stakeholders (I)

3.3.2 Embedding Trustworthiness
Accountability in AI Threat Modeling

Traditional threat modeling primarily focuses on tech-
nical security risks, often overlooking AI trustworthi-
ness concerns across the lifecycle. AI-specific risks
such as bias and privacy emerge across multiple life-
cycle stages and require both technical and organi-
zational oversight. As different lifecycle phases are
exposed to different categories of threats, specialized
team roles are required for effective mitigation. Ta-
ble 5 maps these threats across AI-SDLC phases and
assigns the corresponding roles responsible for their
mitigation. This ensures that each identified risk is
linked to clear ownership, mitigation responsibility,
and governance authority throughout the lifecycle. To
maintain governance consistency, a single Account-
able authority has to be assigned per phase to arbitrate
conflicting Consulted inputs (e.g., Security Engineer
vs. Ethics Officer). Trade-offs are resolved based on
documented risk priorities and regulatory constraints,
while dissenting views are retained for auditability.
Consulted (C) roles remain advisory only, preventing
approval bottlenecks and analysis paralysis.

4 INTEGRATION OF THE
RACI+X WITH THE PASTA
FRAMEWORK

This section integrates RACI+X with the Process for
Attack Simulation and Threat Analysis (PASTA) to
establish an accountability-driven AI threat model-
ing approach. While PASTA provides a structured,
risk-centric methodology, it does not define role own-
ership in distributed AI environments; conversely,
RACI+X clarifies authority and stakeholder involve-
ment but lacks a threat analysis process. By embed-
ding RACI+X into the seven PASTA stages, each ac-
tivity in the AI threat identification and evaluation
process is mapped to clearly defined roles, ensur-
ing structured accountability. This also ensures that
both security and AI-specific trustworthiness risks
are systematically analyzed and governed throughout
the lifecycle. Table 6 operationalizes this integration
by assigning responsibility designations, Responsible
(R), Accountable (A), Consulted (C), and Informed
(I), to the defined organizational roles for each PASTA
activity. External stakeholder and multidisciplinary
involvement in threat modeling is enabled by assign-
ing Consulted (C) and Informed (I) responsibility des-
ignations to relevant roles. This ensures that compli-
ance authorities, and external providers contribute to
risk evaluation and remain informed of outcomes.

Stage 1 – Objectives & Scope: Stage 1 estab-
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Table 5: AI Trustworthiness Categories Across AI-SDLC Phases with Role Rationale.

Category AI-SDLC Phases & Key Threats Role Rationale
Security & Resilience Data Collection: data or reward poisoning, data leakage

Model Training: model poisoning
Deployment: adversarial inputs, API attacks, model ex-
traction, prompt injection, observation perturbation
Monitoring & Retraining: poisoned feedback, drift

SE: adversarial testing; MLO: mon-
itoring; SWA: secure architecture;
DS/MLE: robust models

Privacy Data Collection: data leakage, re-identification
Model Training: memorization
Deployment: inference attacks, prompt leakage
Monitoring & Retraining: log-based leakage

DE: data protection; DS/MLE:
privacy-aware learning; ECO: com-
pliance

Bias & Fairness Data Collection: biased data
EDA / Feature Engineering: proxy bias
Model Training: algorithmic bias
Model Evaluation: disparate impact
Monitoring & Retraining: feedback amplification

DS/DA: data bias mitigation;
MLE/QAE: fairness validation;
ECO: governance; DX: domain
review

Safety Requirements Definition: unsafe objectives
Model Training: reward hacking
Deployment & Inference: hallucinations, unsafe outputs
Monitoring & Retraining: drift

DS/MLE: safety controls; SWA:
safeguards; ECO/PO: risk approval

Validity & Reliability Exploratory Data Analysis: data quality issues
Model Training & Validation: overfitting, model col-
lapse
Deployment & Inference: drift, misalignment
Monitoring & Retraining: catastrophic forgetting

DS/MLE: data validation; QAE:
quality testing; MLO: monitoring;
SWA: design reliability

Explainability &
Interpretability

Feature Engineering: multicollinearity
Model Training: black-box models
Deployment & Inference: explanation manipulation

DS/MLE: interpretability; ECO:
compliance; DX: domain interpre-
tation

Transparency &
Accountability

All Phases: unclear ownership, missing audit trails,
weak provenance

PO/PM: governance; all roles: life-
cycle documentation

lishes the ethical and regulatory foundation. PM and
RE are responsible for documenting risk assumptions,
while the PO is accountable for business and clinical
alignment. ECO, DX, and SE are consulted to ensure
early compliance and security integration. External
regulators provide guidance, while stakeholders con-
tribute requirements.

Stage 2 – Technical Scope Definition (AI
Ecosystem Mapping): This stage identifies the tech-
nical footprint of the AI system: data pipelines, mod-
els, training/inference environments, and third-party
dependencies. DE, SWA, MLE, and MLO are re-
sponsible for identifying these elements, with SWA
accountable for architectural decisions. SE, DS, and
ECO are consulted for security and compliance mod-
eling. External providers (data, cloud, annotation) en-
sure supply chain and infrastructure reliability.

Stage 3 – AI System Decomposition: This stage
involves breaking down the AI system into its archi-
tectural components, data flows, trust boundaries, and
dependencies to clearly understand how the system
operates and where potential security and trustwor-
thiness risks may arise. SWA, DE, and MLO are re-
sponsible for technically decomposing the AI system,
including its architecture, data flows, and operational
pipelines. SE defines trust boundaries and access con-

trols for data, models, and infrastructure. SWA is ac-
countable for ensuring coherence across the decom-
position. DS, DX, and ECO are consulted to validate
both technical and ethical considerations.

Stage 4 – Threat Analysis: This stage identifies
technical and socio-ethical threats, including model
inversion, data poisoning, fairness or safety violation.
SE is responsible and accountable for threat analysis
activities. DS and MLE contribute expertise on AI-
centric failures, while ECO and DX are consulted on
fairness and safety impacts. External auditors may
provide independent validation of threat coverage.

Stage 5 – Vulnerability Assessment: During,
this stage, SE, DS, MLO, and MLE evaluate weak-
nesses like data leakage, robustness gaps, and unin-
tended memorization. SE remains accountable for en-
suring that the vulnerability assessment aligns with
the threat model. ECO and DX are consulted re-
garding regulatory and user impacts. External model
suppliers and cloud providers assist in verifying pre-
trained constraints and infrastructure vulnerabilities.

Stage 6 – Attack Simulation: This stage exe-
cutes adversarial and testing, red-teaming, robustness
evaluation, safety and fairness violation simulations.
Responsibility and accountability rest with SE, while
MLO provides operational insights about system be-
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Table 6: PASTA Threat Modeling Stages with RACI+X Assignments.

Stage R A C I External (X)
S1 - Objectives & Scope
Define KPIs, ethics, constraints,
use cases

PM, RE PO ECO,
DX, SE,
DS

All Regulator (C); Stakeholders
(C/I)

S2 - Technical Scope
Map data pipelines, model de-
pendencies, compute environ-
ments

DE, SWA,
MLE,
MLO

SWA DS, SE,
PM

All Data/Label provider (C); Cloud
provider(I)

S3 - AI System Decomposition
Create data/model flow dia-
grams, de- fine trust boundaries

SWA,
MLO, SE

SWA DE,
MLE,
DS

PO, PM Model/Cloud provider (C)

S4 - Threat Analysis
Identify technical and socio-
ethical threats

SE, DS,
MLE, DE

SE ECO,
DX

PO,
SWA,
PM

External auditor (C)

S5 - Vulnerability Assessment
Evaluate fairness, safety, secu-
rity vulnerabilities

DS, SE,
MLE,
MLO

SE ECO,
DX

PO, PM Model/Cloud/Data provider (C)

S6 - Attack Simulation
Simulate Adversarial, robust-
ness, Safety, fairness privacy at-
tacks

SE, MLO SE DS,
MLE,
ECO,
SWA

PO, PM,
ECO

Security consultants (C);
API/Cloud (C/I)

S7 - Risk & Mitigation Prioriti-
zation
Quantify residual risk, imple-
ment controls and approve

SE, PM,
DS, MLE,
QAE

PO SWA,
ECO,
DX

All Regulator (I); Model/Cloud/Data
provider (C/I)

haviour, pipeline interactions, and infrastructure con-
straints for attack modeling. DS and MLE support
attack design. External consultants or vendors may
support and inform attack modeling and simulations
for the components they control, extending visibility
and expertise.

Stage 7 – Risk & Mitigation Prioritization:
Stage 7 quantifies remaining risks and establishes mit-
igation plans. SE, PM, DS, and MLE assess residual
threats, while the PO is accountable for final risk ac-
ceptance and deployment. SWA, DX, and ECO are
consulted on technical and ethical feasibility. Exter-
nal regulators and vendors may help identify, validate,
and reduce residual risks.

Collectively, this mapping embeds structured re-
sponsibility designations directly into the threat-
modeling workflow, ensuring clear ownership, ac-
countability, and oversight for each threat identifica-
tion and mitigation activity. By aligning responsi-
bility assignments with system assets, trust bound-
aries, and risk evaluation tasks, the framework re-
moves ambiguity in managing security, privacy, bias,
and other trustworthy AI risks. The following case
study applies the integration of RACI+X/PASTA to
a generative clinical AI system to demonstrate how
responsibility-based threat modeling enables system-
atic risk discovery, coordinated mitigation, and ac-
countable deployment decisions.

5 CASE STUDY: EMERGENT
SAFETY RISK IN A
GENERATIVE CLINICAL AI
System

To validate the proposed RACI+X/PASTA frame-
work, we apply it to the AI Diagnostic Assis-
tant (AIDA) (Umerenkov et al., 2025), a retrieval-
augmented generative AI system that analyzes elec-
tronic health records (EHRs) and produces diagnos-
tic recommendations. AIDA operates in a safety-
critical clinical environment and qualifies as high-
risk AI under regulatory regimes such as the EU
AI Act. Rather than assuming predefined threats,
this validation examines whether structured execution
of RACI+X/PASTA enables systematic identification,
ownership, and mitigation of three interrelated AI risk
domains: Safety, Security, Bias/Fairness.

S1 – Define Objectives and Scope: Guiding
Question: What business, clinical, security, and
fairness objectives must be protected through threat
modeling? Stage S1 defines protected system proper-
ties: clinical safety thresholds, fairness consistency
across demographic groups, confidentiality and in-
tegrity of EHR data, explainability, and regulatory
compliance. RE and PM are Responsible for formal-
izing objectives; the PO is Accountable; DX, ECO,
and SE are Consulted; all other roles are Informed;
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Table 7: Summary of Case Study Results Across PASTA Stages.

Stage Key Findings Outcome
S4 - Threat Analysis Hallucinations, demographic bias, prompt injec-

tion, model inversion, EHR leakage, data poisoning
Risks identified and mapped
to accountable roles; roles in-
volved: SE, DS, MLE

S5 - Vulnerability Analysis Lack of grounding/verification, non-representative
biased datasets, poor prompt/input validation, ex-
cessive model output exposure, weak access con-
trol, non-validation training data ingestion

Root causes mapped to system
weaknesses; roles involved:
DS, DE, SE, MLE

S6 - Attack Simulation Inaccurate and hallucinated outputs, unfair/biased
decisions, malicious instruction override, sensitive
data reconstruction via repeated queries, patient
record exposure

Exploitability validated via ad-
versarial testing; roles involved:
SE, MLE, DS, MLO

S7 - Mitigation Confidence gating, diverse data, input filtering,
sandboxing, differential privacy, rate limiting,
encryption, RBAC, data validation, provenance
checks, data anomaly detection

Reduced exploitability with
continuous monitoring; roles
involved: MLO, SE, MLE, DS

and regulatory advisors are Consulted (X). At this
stage, safety, security, and fairness are expressed as
abstract objectives, without concrete threat scenarios.

S2 – Define the Technical Scope: Guiding Ques-
tion: What system components, assets, integrations,
and external dependencies must be included within
the threat model boundary? Stage S2 establishes
AIDA’s technical footprint, enumerating all internal
and external assets relevant to safety, security, and
bias risk analysis. This includes: (i) Data Assets:
Historical EHRs, imaging records, annotations, and
vector embeddings; (ii) Model Assets: LLM weights,
fine-tuned models, and validation outputs; (iii) Infras-
tructure Assets: Preprocessing pipelines, retrieval and
indexing systems, compute clusters, cloud services;
(iv) Interfaces: Clinician query portal, API endpoints,
integration with hospital EHR systems. SWA is Re-
sponsible and Accountable for defining architectural
boundaries; DE, MLE, and MLO are Responsible for
data and training workflows; SE and DS are Con-
sulted to ensure completeness of security-relevant as-
sets; PO and PM are Informed; and cloud providers
or third-party vendors are incorporated as external ac-
tors (X). The output is a complete asset inventory and
defined trust boundaries for subsequent analysis.

S3 – AI System Decomposition and Data Flow
Analysis: Guiding Question: How do data and con-
trol flows traverse trust boundaries within the sys-
tem? Stage S3 decomposes AIDA’s operational flow.
AIDA operates via two main pipelines: (i) offline
training, which prepares and fine-tunes the model
using EHR data, and (ii) online inference, which
processes clinician queries, performs LLM reason-
ing, and supports human review. Key trust bound-
aries, spanning data inputs, model artifacts, outputs,
and cloud infrastructure, define where technical and
socio-technical risks arise. These boundaries enable
analysis of safety, bias, and reliability risks. SWA,

MLO, and SE are Responsible for modeling system
flows; SWA is Accountable for architectural correct-
ness; DE, MLE, and DS are Consulted to validate data
and model interactions; PO and PM are Informed; and
external system reviewers may be Consulted (X).

S4 – Threat Analysis: Guiding Question: What
credible threat scenarios could compromise safety,
security, or fairness across identified trust bound-
aries? In stage S4, the functional decomposition and
identified trust boundaries guide the systematic iden-
tification of threats. Key threats include (i) Safety:
Hallucinated or weakly supported diagnostic escala-
tion; (ii) Bias: Demographic performance disparity
leading to inequitable outcomes; (iii) Security & Pri-
vacy: Model inversion, prompt injection, and EHR
data exposure. SE is Responsible and Accountable
for structured threat modeling; DS and MLE analyze
model behavior; DX evaluates clinical severity; ECO
and clinical experts assess fairness and regulatory im-
plications; adversarial users and malicious third par-
ties are modeled as external threat actors. Threat in-
terdependencies across safety, bias, and security are
explicitly documented.

S5 – Vulnerability Assessment: Guiding Ques-
tion: What technical, data, or governance weak-
nesses enable the identified threats? Stage 5 eval-
uates the system for technical and ethical weaknesses
uncovered in S4. Key vulnerabilities by asset are:
(i) Safety – model generates dangerous outputs when
not constrained by retrieval/data confidence; (ii) Bias
– training data imbalance propagates through model
and retrieval, causing demographic disparities; (iii)
Security & Privacy – inadequate access controls and
input/output validation in data and model assets en-
able prompt injection, model inversion, or EHR leak-
age. DS, SE, MLE, and MLO are Responsible for
technical assessment; SE is Accountable for system-
level vulnerability posture; ECO and DX are Con-
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sulted for ethical and clinical implications; RE vali-
dates requirement traceability; external auditors may
be Consulted (X).

S6 – Attack Simulation: Guiding Question:
Can the identified threats be exploited under re-
alistic adversarial or edge-case conditions? Stage
S6 conducts structured red-team simulations to em-
pirically test safety, bias, and security risks. Con-
trolled scenarios include: reduced retrieval confi-
dence to test hallucination behavior, demographic
edge cases to assess subgroup performance dispar-
ity, and prompt perturbations to evaluate injection
susceptibility. Multiple attack paths are modeled for
data exposure, including model inversion via repeated
queries, prompt injection, and exploitation of miscon-
figured logging or cloud storage. SE and MLO exe-
cute simulations (SE accountable), DS and MLE as-
sess robustness, ECO evaluates fairness, PO and PM
are informed, and external providers are consulted (X)
for supply-chain risks.

S7 – Risk & Mitigation Prioritization: Guid-
ing Question: Are residual safety, bias, and secu-
rity risks controlled to acceptable levels under imple-
mented mitigations? Stage S7 evaluates remaining
risks and enforces mitigation strategies: confidence-
threshold gating and clinical plausibility checks ad-
dress safety; fairness-aware retraining and demo-
graphic balancing reduce bias; input validation,
monitoring, and access control hardening cover se-
curity; and continuous drift and hallucination moni-
toring provide cross-domain oversight. SE, PM, DS,
MLE, and QAE are Responsible for validating mit-
igations; PO is Accountable for formal risk accep-
tance; SWA, DX, and ECO are Consulted; all internal
roles are Informed; and regulators, cloud, and model
providers serve as external (X) oversight. Residual
risks are documented, mitigation effectiveness veri-
fied, and deployment approval formally recorded.

5.1 Interpretation of Results

The application of the RACI+X/PASTA framework to
AIDA demonstrates systematic identification, valida-
tion, and mitigation of AI-specific risks with clear ac-
countability and stage-wise traceability. At S4–S6,
threats including hallucinations, demographic bias,
prompt injection, model inversion, EHR leakage, and
data poisoning were identified, linked to underly-
ing vulnerabilities, and validated through adversar-
ial testing. At S7, targeted controls reduced ex-
ploitability through continuous monitoring and mit-
igation. Table 7 summarizes the interpretation of
results across the PASTA stages. The application
of the RACI+X/PASTA framework to AIDA demon-

strates clear RACI assignments enabling early cross-
functional involvement, structured mapping of assets
and trust boundaries for threat identification, explicit
linkage of AI risks (e.g., bias, safety, adversarial at-
tacks) to accountable roles, and engagement of ex-
ternal stakeholders to support trust and compliance.
Overall, the framework demonstrates: (1) Technical
impact, through stage-wise threat identification and
mitigation; (2) Socio-technical impact, by integrating
fairness, safety, and privacy into threat modeling; and
(3) Organizational impact, by enforcing accountabil-
ity and traceable risk governance.

6 DISCUSSION

6.1 Theoretical Contributions and
Comparative Analysis

This work bridges traditional threat modeling
(PASTA) with dynamic AI systems by integrating
socio-technical risks and embedding accountability
through the RACI+X structure. Unlike approaches
focused solely on technical hardening, it provides a
concrete mechanism to assign and enforce responsi-
bility across the AI lifecycle. PASTA is applied it-
eratively: early stages (S1–S3) establish and refine
scope and data flows, while later stages (S4–S6) are
revisited during development and deployment, with
S7 enabling continuous monitoring. Key activities are
embedded into existing pipelines to minimize over-
head: automated checks run within CI/CD, while ad-
versarial testing and risk reviews align with evaluation
and deployment gates. This event-driven approach
ensures threat modeling scales with development ve-
locity rather than becoming a bottleneck. Within
this continuous lifecycle, post-deployment changes or
emerging behaviors do not require redefining roles.
The RACI+X structure remains fixed, while S4–S7
are reactivated to reassess risks and apply mitiga-
tions. The same Responsible and Accountable roles
governs each iteration, ensuring stable accountability
with adaptive lifecycle execution.

6.2 Practical Implications

The RACI+X-PASTA framework provides organiza-
tions with several practical benefits: (i) Regulatory
Alignment – its lifecycle-aware structure and clearly
defined roles are designed to support adherence to
regulatory and governance standards, such as the EU
AI Act and ISO/IEC 42001, enabling structured cre-
ation of governance artifacts, such as risk registers,
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audit logs, accountability matrices, and mitigation
records, thus facilitating partial automation of compli-
ance reporting and reducing manual effort; (ii) Cross-
Functional Integration – by defining 13 specialized
roles with clear responsibilities and consultation, the
framework aligns Data Science, Security, and Com-
pliance teams, improving coordination, reducing si-
los, and ensuring accountability; and (iii) Structured
Risk Acceptance for High-Risk AI – its integrated
residual risk analysis process allows systematic evalu-
ation, documentation, and formal approval of risks for
high-impact AI systems, supporting controlled inno-
vation while aligning technical assessments with gov-
ernance and executive decision-making.

6.3 Limitations and Threats to Validity

The framework defines 13 roles across nine AI-SDLC
phases, improving accountability and traceability but
may introduce implementation overhead, particularly
in smaller organizations where role consolidation may
blur Responsible and Accountable boundaries. Its ef-
fectiveness also requires continuous updates due to
evolving AI threats, especially across S4–S6. While
validated through a structured case study, it does not
yet include quantitative comparisons with traditional
threat modeling due to the absence of standardized
benchmarks for socio-technical AI risk. Evaluation
instead relies on lifecycle-wide threat coverage, role-
based accountability mapping, and stage-wise miti-
gation effectiveness. Future work will focus on con-
trolled comparative studies using metrics such as in-
cident frequency and time-to-mitigation.

6.4 Future Research Directions

Future work will focus on automating the
RACI+X/PASTA framework through tooling in-
tegrated with MLOps and governance pipelines. A
key direction is a digital “accountability dashboard”
that tracks roles, decisions, and risk ownership
across lifecycle and threat-modeling stages, and
can auto-update RACI assignments based on system
architecture, data sensitivity, and deployment context.
Large-scale studies in high-impact domains (e.g.,
finance and national security) are also needed to
evaluate effectiveness in reducing governance and
security failures, along with further analysis of the
role of human oversight in autonomous AI systems.

7 CONCLUSION

As AI systems evolve toward generative and
autonomous architectures, they introduce non-
deterministic behaviors and new risks such as bias,
privacy violations, and ethical failures, challenging
traditional security and governance models. This
work addresses these gaps through a lifecycle-aware
Secure and Trustworthy AI Threat Modeling Frame-
work that integrates PASTA with a RACI+X structure
to embed accountability into threat identification and
mitigation. By mapping 13 roles to threat modeling
activities, it enables coordinated management of tech-
nical and socio-technical risks. Case study validation
shows improved traceability, clearer auditability,
and operationalization of fairness, transparency, and
ethics in practice. Overall, RACI+X/PASTA supports
alignment of AI systems with regulatory and societal
requirements for safe and trustworthy deployment.
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