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Abstract—Background: Coverage-guided greybox fuzzing (or
fuzzing) is one of the successful testing methods that iteratively
mutates and generates inputs (or seeds) that can reach more code
at runtime and aid in finding software vulnerabilities. The power
schedule in a fuzzer determines the level of energy, i.e., how many
times the fuzzer shall mutate the current seed. Existing power
schedules base a seed’s energy allocation on the seed’s execution
speed, its frequency of selection, and how many other seeds have
the same coverage. However, these power schedules are subject
to the risk of overallocating or underallocating energy to a seed.

Objective: Quantitative finance (quant) addresses a similar
challenge, allocating capital assets based on their historical returns
and risks, through risk-adjusted performance metrics to maximize
returns over time. In this registered report, we use this synergy
to conceptually map these two domains and transfer concepts
from quant to fuzzing. We map four widely known risk-adjusted
performance metrics (profit factor, Sharpe ratio, Calmar ratio,
and Martin ratio) to fuzzing power schedules which then include
the seed’s historical performance (coverage gains) to aid energy
allocations.

Methods: To evaluate the proposed risk-adjusted power sched-
ules, we use two well-known benchmarks that were developed to
support fuzzing evaluations: FuzzBench and MAGMA. Specifically,
we evaluate power schedules in terms of reachable coverage, bug-
finding capability, and efficient energy allocation.

Results: This study, once conducted, will help the field answer
the question: Do the concepts adapted from quant to fuzzing help
in improving energy allocation and fuzzing performance? This will
then lay the foundation for future fuzzing improvements.

Index Terms—greybox fuzzing, fuzzing, power schedules,
quantitative finance, risk-adjusted performance metrics

I. INTRODUCTION

Coverage-guided greybox fuzzing (or fuzzing) is a dynamic
testing technique in which the target program is iteratively
executed with a myriad of inputs (or seeds) with the aim to
reach more code at runtime and find security vulnerabilities.
Fuzzing has been extensively researched over the past decades
and used in practice due to its automated process of testing a
program [1]. A fuzzer1 works by iteratively generating seeds
after applying different mutations, executing these mutated
seeds on the target, and monitoring for interesting behaviors
(e.g., coverage, crash).

The Power Schedule of a fuzzer regulates energy assignments
to each seed, i.e., how many mutations the fuzzer should
generate from a seed. It directly influences the time spent
exploring each seed: the higher the energy, the higher the
number of mutated seeds that are executed on the target.
Initial greybox fuzzers such as AFL determine a seed’s energy

1In the context of this paper, a fuzzer refers to a tool that performs coverage-
guided greybox fuzzing.

based on its execution speed, edge coverage, and creation
time [2]. So, AFL provides more energy to a seed with shorter
execution speed, more coverage, and is discovered later in
the fuzzing campaign. Böhme et al. then introduced six novel
power schedules that allocate more energy to a seed exercising
low-frequency execution paths in AFLFast [3]. Since their
introduction, these power schedules are the most-used defaults
in the well-known state-of-the-art greybox fuzzer, AFL++ [4].

Allocating high energy to an uninteresting seed can lead
to wasted executions that do not yield any new interesting
behaviors (wasted energy); allocating too little energy to an
interesting seed can lead to missed interesting behaviors [5],
[6]. Inefficient energy allocations are subjected to the risk of
either wasted energy or missed interesting behaviors.

On the other hand, inefficient capital allocations to assets in
quantitative finance (quant) are addressed by using risk-adjusted
performance metrics [7], [8]. These performance metrics use
historical information (profits and losses) to evaluate an asset
and support capital allocation that distributes financial resources
across assets. We argue that capital allocation in quant is
conceptually similar to energy allocation in fuzzing: both seek
to assign resources (capital or energy).

Based on this observation, we first propose a conceptual
mapping between the two disparate domains, quant and fuzzing,
which then enables one to adapt concepts from quant to fuzzing.
Specifically, we adapt four risk-adjusted performance metrics,
profit factor [9], Sharpe ratio [10], Calmar ratio [11] and
Martin ratio [12], which aid capital allocation in quant to
their conceptually equivalent power schedules in fuzzing. To
our knowledge, no prior fuzzing literature has attempted to
link these two domains. Hence, this work is an exploratory
study that aims to answer the question: to what extent can the
power schedules adapted from quantitative finance aid energy
allocation in fuzzing?

We will implement the power schedules in both AFL++
and AFLFast. To evaluate the proposed risk-adjusted power
schedules, we use two benchmarks: FuzzBench [13] and
MAGMA [14]. FuzzBench is a widely used fuzzing benchmark-
ing platform that supports coverage-based fuzzing evaluations,
whereas MAGMA is a well-known benchmarking platform
that supports bug-based fuzzing evaluations. In sum, we will
compare the power schedules in terms of reachable coverage,
bug-finding capability, and efficient energy allocation.

The main contributions of this work will be as follows:
• a conceptual mapping between quant and fuzzing,
• four risk-adjusted power schedules in fuzzing motivated

by four risk-adjusted performance metrics in quant,



• an extensive evaluation of the proposed power schedules
against the state-of-the-art ones, and

• an artifact comprising our implementation for further
reproduction and replication.

The remainder of the paper is structured as follows: Section II
provides background information on fuzzing. Section III
presents our approach of adapting power schedules from quant
to fuzzing. Section IV discusses the implementation, and
Section V details the two benchmarks used in our evaluation.
Section VI explains the research questions and the experimental
setup for evaluating our approach. Section VII and Section VIII
discuss the related work and threats to validity. Section IX
concludes the paper.

II. BACKGROUND

A. Greybox Fuzzing
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Fig. 1: Overview of fuzzing internal stages.

Figure 1 shows the six internal stages in a greybox
fuzzer [15]. During Instrumentation, the target is injected with
some code to get runtime feedback such as edge coverage, data
coverage, crashes, etc [16], [17]. Before the actual fuzzing loop
begins, a set of Initial Seeds (or valid inputs) accepted by the
target is curated either manually or automatically from fuzzing
benchmarking platforms such as OSS-Fuzz [18], etc. These
initial seeds help in bootstrapping the fuzzing process and
highly influence the fuzzing performance [19]–[21]. During the
fuzzing loop, the Search Strategy picks a seed from the seed
pool with the aim of producing new interesting behaviors (e.g.,
coverage, crash). The Power Schedule then assigns energy, i.e.,
how many times the fuzzer should mutate the selected seed,
based on some heuristics [3], [17]. The Mutations stage then
derives the energy-number of mutations from the selected seed
by applying multiple mutation operators [22], [23]. During
Execution, the mutated seeds are executed on the instrumented
target. Any mutated seed that triggers interesting behavior is
added back to the seed pool, and the fuzzing loop continues
until the stop criterion (e.g., timeout) is reached.

III. APPROACH

Existing power schedules in AFL++ use three properties
of a seed to determine its energy: execution speed, number of
times the current seed was selected from the seed pool (seed
selection frequency), and how many other seeds have the same
execution path as the current seed (execution path frequency).
Based on these three properties, they adapt the base energy
computed using AFL’s power schedule [3].

However, these power schedules can overallocate or underal-
locate energy to a seed: allocating more energy than necessary
results in energy wastage (excess mutations that do not yield
any coverage gains), and less energy leads to missed runtime
coverage exploration [5], [6]. In this work, we draw motivation
from the similar allocation problem in quantitative finance
(quant) of allocating capital to assets, which is addressed
using risk-adjusted performance metrics [8]. These performance
metrics help in evaluating an asset using its historical returns
(profits and losses) and support capital allocation. In this section,
we first map the dynamics of quant with fuzzing and then
conceptually adapt four risk-adjusted performance metrics as
power schedules to aid energy allocation.

A. Conceptual Mapping of Quantitative Finance and Fuzzing

Figure 2 details the conceptual mapping between quant
and fuzzing. In the following, we first describe the quant
terminology and then detail their fuzzing counterparts.
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Fig. 2: Conceptual mapping between quant and fuzzing.

a) Quantitative Finance: An asset is any financial instru-
ment characterized by future uncertain returns (profit or loss)
after a trade. A trade is the execution of a buy or sell order
for a quantity of an asset at a given price and time. An asset’s
risk is the quantification of uncertainty in its future returns —
variance of profits or losses [24]. An investment portfolio is
a collection of such risk-associated financial assets that are
managed through capital allocation to maximize returns over
time. Capital allocation refers to the distribution of capital
(financial resources) across the assets. It employs risk-adjusted
performance metrics to allocate capital to each asset [8].

b) Fuzzing: We argue that managing an investment
portfolio is structurally similar to managing a fuzzing corpus.
A fuzzing corpus is a collection of seeds characterized by
uncertain future returns in terms of coverage gain when fuzzed
(mutated and executed on the target). Energy allocation by a
power schedule is similar to the capital allocation in quant, in
that it allocates energy to seeds to maximize coverage gain
over time. A seed’s risk is then the quantification of uncertainty
in its future coverage gains.

B. Risk-Adjusted Quant Metrics as Fuzzing Power Schedules

In the following, we detail the adaptation of four widely
known [9], [25] risk-adjusted performance metrics in quant to
power schedules in fuzzing.



1) Profit Factor: It is a simple performance metric that
evaluates an asset using the ratio of gross profits to gross
losses incurred by the asset over time [9]. The profit factor
(PF) for an asset is computed as follows,

PF =
gross profits

gross losses
=

∑
i: ri>0 ri∑
i: ri<0 |ri |

(1)

where ri is the return of a trade i.
In fuzzing, a seed’s cumulative coverage gain over time is

always greater than or equal to zero, i.e., a seed’s cumulative
coverage gains are monotonically non-decreasing. So, we
cannot directly map profit and loss from quant to fuzzing.
Instead, we use the coverage gain (δCov ) and the energy
allocations to define them. The profit factor for a seed i in
fuzzing can be conceptually adapted as:

p(i)PF =
profits at productive allocations

losses at wasted allocations

=

∑
k∈{n | δCovn>0} δCovk∑
k∈{n | δCovn=0} Energyk

· αi

(2)

where profit for each productive allocation (δCov > 0) is
computed as the coverage gain, loss for each wasted allocation
(δCov = 0) as the energy allocated, and n is the number of
energy allocations on the seed i . Similar to the existing power
schedules [3], we apply the resulting profit factor to the base
energy, αi .

The intuition is that the profit factor assigns more energy to
a seed that finds new coverage across many energy allocations
with less energy wastage.

2) Sharpe Ratio: It tells how consistent the asset’s returns
are in comparison to the volatility in the asset’s returns
(risk) [10]. The Sharpe ratio (SR) for an asset a is computed
as follows,

SR =
ra − rb
σa

(3)

where ra is the average asset’s return over time, rb is the
baseline or risk-free return of the asset, and σa is the standard
deviation of the asset’s returns.

The Sharpe ratio for a seed i in fuzzing can be conceptually
adapted as:

p(i)SR =
ri
σi

· αi (4)

where ri is the average coverage gain produced by the seed i
across different energy allocations, σi is the standard deviation
of the seed’s coverage gain across different energy allocations,
and αi is the base energy. Note that rb here is ignored because
it is 0: there is no guarantee that every energy allocation yields
new coverage.

The Sharpe ratio tells whether the energy spent on a seed is
worth the average coverage gain despite the volatility in the
seed’s coverage gain. It assigns more energy to a seed that has
consistently found new coverage across past energy allocations.

3) Calmar Ratio: The Calmar ratio measures an asset’s
return relative to its worst historical loss, specifically its
maximum drawdown [11]. The Calmar ratio (CR) for an asset
is computed as follows:

CR =
rannual

maximum drawdown
(5)

where rannual is the annualized return of the asset, and
maximum drawdown is the largest fall of the asset’s value
realized over a time period.

An asset’s cumulative value over time usually contains both
profits and losses. So, a drawdown in quant is when there
is a reduction in the asset’s returns. However, in fuzzing, a
seed’s cumulative coverage gain over time can only increase or
stay flat, i.e., coverage gain is always greater than or equal to
zero, and hence the cumulative coverage gain is monotonically
non-decreasing. Based on this intuition, we define drawdown
in fuzzing for a seed as the number of energy allocations
since the last coverage gain, and the maximum drawdown (or
maximum failure streak ) of a seed as the longest drawdown.

The Calmar ratio for a seed i in fuzzing can be conceptually
adapted as:

p(i)CR =
ri

maximum failure streak + 1
· αi (6)

where ri is the average coverage gain produced by the seed i
across different energy allocations, maximum failure streak
is the longest number of consecutive energy allocations with
no new coverage, and αi is the base energy.

After a few hours into the fuzzing campaign, most seeds
reach saturation, after which no coverage gain is seen [26].
Spending more energy would then likely yield wasted exe-
cutions. The Calmar ratio helps in penalizing such saturated
seeds with consecutive energy allocations that yielded zero
coverage gain.

4) Martin Ratio: The Martin ratio measures an asset’s return
relative to the Ulcer Index (UI), which quantifies the depth and
duration of all assets’ drawdowns over time [12]. The Martin
ratio (MR) for an asset a is computed as follows:

MR =
ra − rb
UI

, UI =

√√√√ 1

n

n∑
i=1

Dt
2

Dt =
Ppeak − Pt

Ppeak
× 100

(7)

where the numerator is the same as the Sharpe ratio (Equa-
tion 3), and the Ulcer Index is the root-mean-square of
drawdown percentages.

The Martin ratio for a seed i in fuzzing can be conceptually
adapted as;

p(i)MR =
ri
UI

· αi , UI =

√√√√ 1

n

n∑
t=1

Dt
2

Dt = #energy allocations since last coverage gain

(8)



where ri is the average coverage gain produced by the seed
i across different energy allocations, UI is the root-mean-
square of all drawdowns of the seed, Dt (drawdown at energy
allocation t) is computed as the number of energy allocations
since the last coverage gain, n is the number of energy
allocations on the seed i , and αi is the base energy. Note
that rb here is ignored because it is 0: there is no guarantee
that every energy allocation yields new coverage.

The Martin ratio penalizes continuous drawdowns, i.e., it
rewards a seed with the least prolonged drawdowns. It uses all
the drawdowns of a seed across different energy allocations,
unlike the Calmar ratio, which only uses the longest drawdown.

IV. IMPLEMENTATION

Existing power schedules introduced in AFLFast [3] are
ported to the state-of-the-art greybox fuzzer, AFL++ [4], along
with some other modifications2. Hence, we plan to implement
the proposed power schedules in both AFL++ and AFLFast.
This will allow us to evaluate the proposed power schedules
with state-of-the-art ones (in AFL++) and also others that were
not ported to AFL++, such as ECOFUZZ [6].

A. Skip Probabilities in AFL

AFL-based fuzzers use fixed probabilities to discard unin-
teresting seeds as soon as the search strategy selects them3. In
the default configuration, AFL++ (and AFL) skips already-
fuzzed or uninteresting seeds 99% of the time in favor of any
pending non-fuzzed interesting seeds in the seed pool; non-
fuzzed seeds are skipped 75%, and already-fuzzed seeds are
skipped 95% of the time when there are no pending non-fuzzed
interesting seeds. The intuition is to provide more fuzz time
to the interesting seeds than to the uninteresting or already-
fuzzed seeds. To our knowledge, no publication has evaluated
the optimal probabilities for skipping seeds. We believe that
these probabilities are empirically motivated and inherited
from AFL. Such a design choice forces the fuzzer to fuzz
only a subset of seeds multiple times, hindering the collection
of historical performance information for all seeds. Previous
approaches such as FAIRFUZZ [27], K-SCHEDULER [28], and
ECOFUZZ [6] ignore these probabilities in favor of seeds
hitting rare branches and better energy allocations. Similarly,
we will also ignore these probabilities in favor of enabling seeds’
historical performance information and give a fair opportunity
to evaluate the proposed power schedules. The intuition is also
that the power schedules should ideally allocate low energy for
the uninteresting seeds that are usually skipped in the fuzzer’s
default configuration.

B. Uninformed Energy Increases in AFL

AFL-based fuzzers (AFL++ and AFL) intuitively increase
the energy allocated to the selected seed, independent of the
power schedule used before fuzzing the next seed. Specifically,
it doubles the energy if the selected seed is productive in

2https://github.com/AFLplusplus/AFLplusplus/blob/stable/docs/FAQ.md
3https://github.com/AFLplusplus/AFLplusplus/blob/

a7b4d25bb9b666af90f6ad89fea543b43a9fd1cc/include/config.h#L256

finding new interesting behaviors within its fuzz iteration4.
Since such an energy increase is not informed by the power
schedule and hinders the precise power schedule evaluations,
we will disable this behavior in all fuzzers.

C. Hyper-parameters for Risk-Adjusted Power Schedules

a) Minimum past energy allocations: The three power
schedules: Sharpe–, Calmar–, and Martin– ratio use seeds’
performance from past energy allocations to compute the
energy. Hence, a minimum past energy allocation threshold is
necessary to compute the energy meaningfully. As a default,
we plan to use a threshold of 10 energy allocations per seed
before applying these power schedules. However, we will also
empirically evaluate the performance of these power schedules
for different thresholds to arrive at a stable default.

b) Circular buffer: During fuzzing, the utility of a seed
changes over time: a seed that provides more coverage gains
early in the fuzzing process might be less useful later as it
reaches saturation [26]. Hence, computing a seed’s energy
based on all allocations yields inaccurate results. Additionally,
keeping track of this information for all energy allocations per
seed requires more memory and dynamically resizing buffers,
which can impact the fuzzing throughput. Therefore, we plan to
use a circular buffer of size 10 for each seed, which can store
the seed’s performance from recent energy allocations in all
proposed power schedules. We will also empirically evaluate
different buffer sizes to identify a stable one with minimal
impact on fuzzing performance.

V. SUBJECTS

In this work, we plan to use programs from two well-known
fuzzing benchmarks to evaluate the proposed power schedules:
FuzzBench [13] and MAGMA [14].

TABLE I: Details of FuzzBench and MAGMA benchmarks.

(a) FuzzBench programs.

Benchmark Size
(#LoC)

Commit

bloaty 11.3k 52948c1
curl 180.3k a20f74a
freetype2 165.5k cd02d35
harfbuzz 149.4k cb47dca
lcms 97.8k f0d9632
libpcap 59.9k 17ff63e
libpng 103.7k cd0ea2a
libxml2 247k c7260a4
openssl 537k b0593c0
proj4 212.1k a7482d3
re2 29.8k b025c6a
vorbis 62.9k 84c0236
woff2 3.6k 8109a2c

(b) MAGMA programs.

Benchmark Size
(#LoC)

#Known
Bugs

libpng 467.6k 7
libtiff 99.2k 14
libxml2 401k 17
poppler 241k 22
openssl 913k 20
sqlite 1.1k 20
php 1.35M 16
lua 35.7k 4
libsndfile 67.4k 18

FuzzBench is a widely used fuzzing benchmarking platform
developed by Google that supports fuzzing evaluations in
accordance with the current evaluation standards [21], [29].
It hosts a variety of real-world open-source C/C++ programs

4https://github.com/AFLplusplus/AFLplusplus/blob/
a7b4d25bb9b666af90f6ad89fea543b43a9fd1cc/src/afl-fuzz-one.c#L2061

https://github.com/AFLplusplus/AFLplusplus/blob/stable/docs/FAQ.md
https://github.com/AFLplusplus/AFLplusplus/blob/a7b4d25bb9b666af90f6ad89fea543b43a9fd1cc/include/config.h#L256
https://github.com/AFLplusplus/AFLplusplus/blob/a7b4d25bb9b666af90f6ad89fea543b43a9fd1cc/include/config.h#L256
https://github.com/AFLplusplus/AFLplusplus/blob/a7b4d25bb9b666af90f6ad89fea543b43a9fd1cc/src/afl-fuzz-one.c#L2061
https://github.com/AFLplusplus/AFLplusplus/blob/a7b4d25bb9b666af90f6ad89fea543b43a9fd1cc/src/afl-fuzz-one.c#L2061


and provides a standardized setup to evaluate multiple fuzzers:
it automates running multiple fuzzing campaigns and collects
coverage metrics to support coverage-based fuzzing evalua-
tions. In total, FuzzBench contains 23 real-world open-source
programs. Evaluating on all of the programs is computationally
intensive, and on average, top-tier fuzzing publications evaluate
using 8.9 programs [21]. Therefore, to avoid program selection
bias, we use programs from two recent fuzzing publications.
Table Ia shows the 13 programs from FuzzBench: nine are used
by Kitsios et al. [23] and ten are used by Green et al. [30].

A fuzzer that excels at reaching more coverage does not
mean that it can find more bugs [31]. Hence, we also evaluate
the proposed power schedules for their bug-finding capability.
MAGMA benchmark contains nine open-source C/C++ real-
world programs that contain 138 previously known bugs.
Hazimeh et al. [14] ported these known bugs to the most
recent versions of the corresponding programs. Therefore,
MAGMA supports precise, ground-truth based bug-detection
that FuzzBench lacks. Table Ib shows all programs in the
MAGMA benchmark. To support bug-based fuzzing evaluation,
we use all nine programs in MAGMA.

VI. EXECUTION PLAN

In this section, we detail our evaluation plan.

A. Research Questions

First, similar to many fuzzing publications, we will evaluate
power schedules using reachable coverage. Specifically, do they
reach more code than the existing ones? Or do they reach the
same amount of code faster than the existing ones? Hence, we
ask RQ1. How do the risk-adjusted power schedules compare
to the existing power schedules in terms of reachable coverage?

Second, we will evaluate the power schedules in terms of
their bug-detection capabilities. Specifically, do they find more
bugs or find bugs faster than the existing ones? Hence, we ask
RQ2. How do the risk-adjusted power schedules compare to the
existing power schedules in terms of bug-finding capability?

Third, we plan to explain the energy allocations from
different power schedules. How often was the allocated energy
utilized or wasted? Do the proposed power schedules allocate
only the necessary amount of energy to each seed to reach
the baseline coverage? Do they reduce the number of wasted
executions to find similar bugs as the baseline? Hence, we ask
RQ3. How do the risk-adjusted power schedules compare to
the existing power schedules in terms of energy allocations?

Finally, we will evaluate the two proposed hyper-parameters
(Section IV-C). We plan to compare both reachable coverage
and bugs found for different hyper-parameter configurations
and answer RQ4. How do the hyper-parameters of the proposed
power schedules influence the fuzzing performance?

B. Experiments: Fuzzers, Programs, Configuration

a) Fuzzers: Table II summarizes the fuzzers, along with
the baseline and proposed power schedules, as part of our
evaluation (first two columns). We use three fuzzers in our
evaluation: AFL++ [4], AFLFast [3], and ECOFUZZ [6].

AFL++ ships eight power schedules (six ported from
AFLFast and two experimental ones). According to AFL++’s
documentation5, the exploration-based schedule (EXPLORE)
and exponential schedule (FAST) are the most effective power
schedules; FAST also outperformed the other five power
schedules in its original publication [3]. Hence, we consider
only the two most effective power schedules as baselines and
leave the remaining six for future work.

As AFLFast introduced EXPLORE and FAST , we also
intend to evaluate the proposed power schedules against the
original publication. This will allow us to evaluate the power
schedules independent of the other technical improvements
(e.g., in AFL++6) that may influence the fuzzing performance.

ECOFUZZ is an adaptive energy-saving greybox fuzzer
that models AFL’s power schedule using a variant of the
Adversarial Multi-Armed Bandit model and is implemented
on AFL2.52b. Using this model, ECOFUZZ aims to reduce
wasted executions by computing the maximum energy that can
be assigned to all seeds and computing each seed’s energy based
on its performance in the previous allocation. Our proposed
power schedules do not alter the maximum energy and use
the seed’s performance from threshold-number of past energy
allocations. Since ECOFUZZ outperforms AFLFast in its own
evaluation, we include it as a relevant baseline. To facilitate
a fair comparison, we will implement our proposed power
schedules on AFL2.52b.

As discussed in Section IV, we will disable the skip
probabilities and uninformed energy increases across all fuzzers
(including baselines) in our evaluation.

b) Programs: As mentioned in Section V, we will use
the programs from the two well-known fuzzing benchmarks:
FuzzBench and MAGMA. In total, we will use 13 programs
for coverage-based evaluation and nine programs with 138
known bugs for bug-based evaluation.

c) Configuration: For each {fuzzer × program ×
power schedule} combination, we will perform 10 trials of
24 hours each, as per the fuzzing evaluation guidelines [21],
[29], and measure the statistical significance. We will use the
default initial seeds from FuzzBench and MAGMA.

C. Evaluation Metrics

In the following, we detail the metrics used to evaluate power
schedules and answer the research questions.

Coverage-based metrics. To answer RQ1, we will use
median branch coverage and the standard deviation of
branch coverage across all {fuzzer × FuzzBench program ×
power schedule × trials} combinations. To also measure how
fast the fuzzers reached baseline coverage [32], we will compare
the time taken by the risk-adjusted power schedules to reach
the same coverage as the baselines.

Bug-based metrics. For RQ2, we will measure the two
well-known bug-based metrics in fuzzing: the number of bugs
found and the time taken to find each bug for each {fuzzer ×
MAGMA program × power schedule × trials} combination.

5https://aflplus.plus/docs/faq/#performance
6https://github.com/AFLplusplus/AFLplusplus/blob/stable/docs/FAQ.md

https://aflplus.plus/docs/faq/#performance
https://github.com/AFLplusplus/AFLplusplus/blob/stable/docs/FAQ.md


TABLE II: Summary of our evaluation plan (PF: Profit Factor, SR: Sharpe Ratio, CR: Calmar Ratio, MR: Martin Ratio).

Baseline Power Schedules
(per fuzzer)

Evaluating Power Schedules
(per fuzzer)

Metrics for RQ1 Metrics for RQ2 Metrics for RQ3 Statistical
Tests

AFL++(EXPLORE, FAST) AFL++(PF, SR,CR,MR) branch coverage,
time to reach
baseline coverage

#bugs found,
time taken to
find bugs

energy utilization ratio,
branch coverage, #bugs
found, time taken to find
bugs

Mann-Whitney
U-test,
Vargha-Delaney
(Â12) statistic

AFLFast(EXPLORE, FAST) AFLFast(PF, SR,CR,MR)

ECOFUZZ AFL2.52b(PF, SR,CR,MR)

Energy utilization ratio. For each seed i and its energy
allocation k, we compute the energy utilization ratio as the
ratio of the number of times i finds interesting behaviors to
the energy allocated in k. So, it ranges from 0 to 1. A high
utilization ratio (close to 1) on a seed tells that the power
schedule was effective in providing sufficient energy, whereas
a low utilization ratio (close to 0) tells that the allocated energy
was wasted. We will correlate the energy utilization ratios from
different power schedules with coverage-based (from RQ1)
and bug-based metrics (from RQ2) to answer RQ3. An ideal
power schedule should have a high utilization ratio, reach more
coverage, and find more bugs in less time. We will perform
a deeper analysis of conflicting results (schedules that reach
higher coverage but find fewer bugs, or that find bugs faster
while reaching lower coverage, etc.) and explain the findings
using the energy utilization ratio and statistical tests.

For RQ4, we will use coverage-based and bug-based metrics
to compare the fuzzing performance across different hyper-
parameter configurations of the proposed power schedules.

To compute the statistical significance of differences in
fuzzing performance across different trials, we will apply the
Mann-Whitney U-test [33] and the Vargha-Delaney statistic
(Â12) [34], in line with the best practices for fuzzing evalua-
tions [29]. The last four columns in Table II summarize the
evaluation metrics and the corresponding statistical tests.

VII. RELATED WORK

Some previous approaches use source code information
to determine seeds’ energy, such as pre-configured source
code locations to direct a fuzzer [17], and code complexity
pre-computed using static analysis [35]. Other works such
as, K-Scheduler [28] uses graph centrality analysis and Katz
centrality score to compute the energy of a seed; MobFuzz [36]
and MooFuzz [37] propose power schedules that determine
energy using many objective optimization (execution speed,
memory consumption, and comparison bytes); GreenAFL [38]
incorporates the seed’s CPU and memory usage in energy
allocation to reduce resource consumption during fuzzing.
None of the above-mentioned power schedules quantify the
uncertainty in the seeds’ historical performance as we do.

VIII. THREATS TO VALIDITY

As with any empirical study, our findings on risk-adjusted
power schedules are subject to several threats to validity.

Construct validity. The conceptual mapping of quant and
fuzzing is self-developed. We acknowledge that the mapping
may not capture every nuance of either domain. However, to
our knowledge, no publication has linked these two domains

together. To mitigate this threat, we conducted many internal
discussions until a consensus was reached.

Internal validity. The inherent randomness in fuzzing can
affect the overall results. To mitigate this threat, we will conduct
multiple trials and report the results of statistical significance
tests to determine whether the findings are due to randomness
or due to the proposed power schedules. The correctness of
any new implementation is a threat to validity. To mitigate
this threat, we will open-source our implementation and
evaluation setups to the community to support reproducibility
and replicability.

External validity. We only use the benchmarks with open-
source C/C++ programs in our evaluation. Hence, our findings
will not be generalizable beyond these programs. To mitigate
this threat, we reason about the program selection. FuzzBench
hosts 23 programs, and it is computationally intensive to use
all of them. Hence, we randomly select programs from the
union of benchmark suites used in the two recent fuzzing
publications. Since MAGMA includes nine programs that are
computationally feasible, we evaluate using all of them.

IX. CONCLUSION

In this registered report, we propose to address the energy
allocation problem (allocating energy to seeds efficiently)
in fuzzing using risk-adjusted performance metrics from
quantitative finance (quant) that aid the capital allocation
problem (allocating capital to assets efficiently). We argue
that these two problems are similar in that they both focus on
assigning resources: energy or capital. Based on this synergy,
we first propose a conceptual mapping between these two
disparate domains, which lays the foundation for transferring
concepts from quant to fuzzing. We then adapt four well-
known risk-adjusted performance metrics in quantitative finance
(quant) as power schedules in fuzzing.

To evaluate the risk-adjusted power schedules, we will use
two widely known fuzzing benchmarks: FuzzBench (a coverage-
based benchmark) and MAGMA (a bug-based benchmark). In
sum, we will evaluate these power schedules on 22 real-world
applications (13 from FuzzBench and 9 from MAGMA) in
terms of reachable coverage, bug-finding capability, and effi-
cient energy allocations to understand whether the adaptations
from quant to fuzzing are meaningful.
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